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Recap

In the last three lectures we defined tree codes, showed how to use them for interac-
tive coding, and proved that good tree codes exist. Recall that a tree code of rate R
and relative bit distance δ gives a deterministic simulation with constant communi-
cation overhead that tolerates a δ/96 fraction of bit corruptions [3].

However, this simulation is not computationally efficient. The tree-code construc-
tion from last lecture is a randomized construction that produces a good tree-code
only with constant probability, and does not give an efficient way to check if the
resulting construction is indeed a good tree code. It also does not give a way to effi-
ciently decode in the presence of noise. One can decode and check if the tree code is
good in time 2O(N), where N is the depth of the tree.

In this lecture we show how to obtain a computationally efficient interactive coding
scheme.

One approach can be to construct a tree-code that is efficiently encodable and ef-
ficiently decodable in the presence of error. Then we could use this in Schulman’s
interactive coding construction [4] to get a good interactive coding scheme. Con-
structing such a tree-code is a great question that is still open.

In this lecture we will see how to obtain a without solving either problem. We
prove the following theorem.

Theorem 1. There exist constants ρ > 0 and C > 0 and a randomized transforma-
tion which takes any deterministic binary protocol Π communicating k bits into a protocol
communicating at most Ck bits, such that both parties recover the original transcript with
probability 1− 2−Ω(k), even if an adversary corrupts a ρ fraction of the transmitted bits. The
transformation has polynomial computational overhead.

The probability is over fresh randomness generated by the parties during the
simulation. The adversary may be computationally unbounded, know both inputs,
and choose corruptions adaptively. It may learn a random seed once it is generated,
but it cannot know future random coins.

Remark. We note that our interactive coding scheme is randomized (even if the
underlying protocol is deterministic). We have deterministic non-uniform good inter-



topics in error-correcting codes 2

active coding schemes [2], but constructing good interactive coding schemes that are
deterministic and remains an open problem.

We use the block-and-hash approach from [1]; see also [2].

Recall: Recall that the linear tree code construction from last lecture has a descrip-
tion of length O(D) for depth D. We thus can enumerate all its coefficient sequences
and check the distance condition on all inputs that begin with 1. Both the enumer-
ation and the verification take 2O(D) time. We can also decode a received string by
enumerating all input histories, in time 2O(D). Consequently, Schulman’s interactive
coding scheme satisfies the following theorem.

Theorem 2. There exist constants a > 1 and η > 0 with the following property. Any binary
protocol communicating D bits has a deterministic simulation communicating L = aD bits,
which recovers its transcript whenever at most ηL transmitted bits are corrupted. The tree
code needed for this simulation can be constructed, and the simulation can be executed, with
2O(D) computational overhead.

Initial idea: Run Schulman’s interactive coding scheme on chunks of length O(log k).
Then the resulting protocol has only polynomial overhead! However, this only offers
local decoding. The adversary can corrupt an entire chunk is corrupted, and there
is no mechanism to later detect or correct this. Thus, protecting each chunk is not
enough. We also need to check the entire tentative transcript, and to undo earlier
progress when a check fails.

Main idea: In between these short simulations, use hashing to check whether the
parties agree on their progress. If they do not, they backtrack or stay.

In what follows we assume that the underlying protocol has communication com-
plexity k, and that the parties alternate sending one bit each.

Comparing Transcripts Using Hashing

We first describe the hash function that we will use. Choose a finite field FQ of
characteristic 2, where Q is a power of 2 satisfying Q = poly(k). For s ∈ FQ and
u = (u1, . . . , uℓ) ∈ {0, 1}ℓ, where ℓ ≤ k, define

hs(u) =
ℓ

∑
j=1

ujsj−1 ∈ FQ. (1)

The hash of the empty string is 0. We will only compare strings of the same length;
their lengths are communicated separately.

Claim 1. For any two distinct strings u, v of the same length at most k,

Pr
s←FQ

[hs(u) = hs(v)] ≤
k
Q
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Proof. The difference hs(u)− hs(v) = ∑k
i=0(ui − vi)si is a nonzero polynomial in s

of degree at most k. Thus, it has at most k roots in FQ, and hence the probability of s
being a root is at most k

Q .

The fact that Q = poly(k) implies that both the seed s and the value hs(u) have
O(log k) bits, and the hash can be evaluated in polynomial time.

Why must the seed be fresh? The claim applies to two strings fixed before the seed
is sampled. It need not hold if the strings are chosen after seeing the seed. At the
end of every block we therefore freeze the tentative transcripts, sample uniformly
random seeds, and send the hashes. We do not assume that the seeds remain secret.

The Construction

As in previous lectures, we assume that Π alternates between Alice and Bob, start-
ing with Alice, and that its length k ≥ 1 is known. Extend Π to a protocol consisting
of 2k bits, where after its first k bits, the parties send dummy 0 messages. Set

b = ⌈log2 k⌉, N = 8 · k
b

, (2)

where b is the block length, and we assume that it is even, so every block begins
with the same designated speaker. The simulation consists of N blocks.

Each party P ∈ {A, B} maintains a tentative transcript vP whose length is a
multiple of b. We think of vP as a vertex in the original protocol tree. Initially, vA =

vB = ∅.

A local consistency check. Call a string v locally consistent with party P if every bit in
v sent by P agrees with P’s next-message function. Party P can check this without
knowing the input to the other party. Note that a prefix of a locally consistent string
remains locally consistent. We require every accepted tentative transcript to pass this
check. This will ensure that any common prefix of the two tentative transcripts is a
correct prefix of the original execution.

The Blocks

In what follows we describe the i’th block in the noiseless setting. We then apply
an interactive coding to this block. Since each block consists of O(log k) bits, we can
afford the 2O(log k) = poly(k) blowup in computation.

At the beginning of the block, party P freezes vP, sets iP = |vP|/b, samples an
independent seed sP ← FQ, and forms the block header

HP = (iP, sP, hsP(vP)).

Importantly, we assume that each header has the same fixed length q = θ(log k).
Consider the following noiseless protocol, whose local inputs include the frozen

transcripts and headers:
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1. The parties exchange HA and HB.

2. They execute the next block of the underlying protocol, exchanging b bits. Party P
uses the next-message function of the extended protocol Π, starting from its own
frozen transcript vP, appending the bits exchanged in this step.

Note that this protocol communicates O(log k) bits. It is well defined even when
vA ̸= vB: each party uses its own starting prefix, and the even block length ensures
that the two parties agree on who sends each bit. When vA = vB is a correct prefix,
the last b bits are precisely its correct continuation.

The parties execute this entire block, including the headers and the b-bit continu-
ation, using an interactive coding scheme that satisfies the guarantees of Theorem 2.
For example, they can use Schulman’s interactive coding scheme. Every encoded
block has the same length

L = θ(log k) = θ(b). (3)

Updating the Tentative Transcript

Let P be one party and let Q be the other party. Party P parses its decoded block as
two headers and a candidate continuation u ∈ {0, 1}b.

First, if parsing fails then P stays at vP. Also, if P’s own header is not exactly
HP, then stay at vP. Otherwise write the decoded other header as (ˆ︁iQ,ˆ︁sQ,ˆ︁σQ) and
proceed as follows:

1. If iP > ˆ︁iQ, delete the last block of vP.

2. If iP < ˆ︁iQ, leave vP unchanged.

3. If iP = ˆ︁iQ but hˆ︁sQ
(vP) ̸= ˆ︁σQ, delete the last block of vP.

4. If iP = ˆ︁iQ but vp∥u is not locally consistent with party P then stay at vP.

5. Otherwise, append u to obtain vP∥u.

Deleting a block from the empty string means staying at the empty string. Thus,
in every round, each party either appends one block, deletes one block, or stays.
In particular, no decoded header can make a party jump to an arbitrary depth or
replace its entire transcript.

Efficiency. After N blocks, each party outputs the first k bits of its tentative tran-
script, or outputs failure if it has fewer than k bits. Note that the communication
complexity is

N ·O(b) = 8 · k
b
·O(b) = O(k),

as desired. Moreover the computational efficiency of the scheme follows from the
efficiency of each block, together with the fact that updating the tentative trancript
can be done efficiently.
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Correctness of the Simulation

Fix the parties’ inputs and an adaptive adversary satisfying the global error bound.
Let π∗ be the correct infinite transcript of the extended protocol. Write vt

P for P’s
tentative transcript after round t, and let wt be the longest common prefix of vt

A and
vt

B.

Claim 2. For every t, the string vt
P is locally consistent with P. Consequently, wt is a

prefix of π∗.

Proof. Local consistency holds initially. It is preserved by staying or deleting a suffix,
and it is explicitly checked before appending a block.

To prove the second assertion, suppose a bit of wt is the first one that disagrees
with π∗. The party that owns this position has the correct preceding prefix. Local
consistency of its tentative transcript forces it to put the correct bit at this position, a
contradiction.

We measure progress in blocks. Define

ℓt
P =
|vt

P|
b

, gt =

⌊︃
|wt|

b

⌋︃
.

By Claim 2, it suffices to show that gN ≥ k/b. We prove that this is indeed the case if
the adversary corrupts at most ρ-fraction of the bits communicated, where ρ ∈ (0, 1)
is a fixed small constant defined below.

Good and Bad Rounds

We say that a block is heavily corrupted if it contains more than ηL bit corruptions,
where η ∈ (0, 1) is the error-resilience of the underlying inefficient interactive coding
scheme (Theorem 2), and recall that L is the number of bits communicated in an en-
coded block. If a block is not heavily corrupted then both parties decode it correctly.

We say that a hash collision occurred in round t if the transcripts vt−1
A and vt−1

B are
distinct and have the same length, but

hsP(v
t−1
A ) = hsP(v

t−1
B ) for at least one P ∈ {A, B}.

This definition refers to the actual seeds, not to a corrupted seed appearing in a
decoded header.

We say that a round t is bad if is heavily corrupted or has a hash collision. Oth-
erwise, we say that it is good. We denote by Bt ∈ {0, 1} the event that round t is
bad.

The potential function. We use the same potential as in our analysis of Schulman’s
simulation, except that distances are now measured in blocks:

Φt = 2gt −max{ℓt
A, ℓt

B}+ 4
t

∑
s=1

Bs. (4)
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In particular, Φ0 = 0.
The term 2gt −max{ℓt

A, ℓt
B} rewards correct common progress and penalizes the

longer tentative transcript for being ahead of the common prefix. In a good round,
either both parties extend a correct common transcript, or backtracking reduces this
penalty.

Claim 3. For every t ∈ [N], Φt ≥ Φt−1 + 1.

Proof. We consider separately the cases Bt = 0 and Bt = 1.

Case 1: Bt = 0. Both parties correctly decode the block, and neither of their true
seeds causes a collision between unequal same-length starting transcripts. In par-
ticular, both decode the true headers, and their own-header checks pass. There are
three possibilities.

• The transcripts coincide. By Claim 2, their common transcript is correct. The
hash tests pass, and the candidate continuation is the correct next block.
Both parties therefore append this block. Hence gt = gt−1 + 1, and the
maximum depth also increases by 1.

• The transcripts have different lengths. The party with the longer transcript
deletes one block, and the other party stays. The number of common blocks
does not change. Since the two depths differed by at least one block, the
maximum depth decreases by exactly 1.

• The transcripts have the same length but are distinct. Both hash tests fail, so both
parties delete one block. The number of common blocks is shorter than both
starting transcript and is not removed. Thus gt = gt−1, while the maximum
depth decreases by 1.

In all three possibilities,

2gt −max{ℓt
A, ℓt

B} = 2gt−1 −max{ℓt−1
A , ℓt−1

B }+ 1.

Since Bt = 0, the cumulative number of bad rounds does not increase.

Case 2: Bt = 1. Each party changes its tentative transcript by at most one block.
Consequently,

gt ≥ gt−1 − 1, max{ℓt
A, ℓt

B} ≤ max{ℓt−1
A , ℓt−1

B }+ 1.

The first two terms of the potential decrease by at most 3, while the last term in-
creases by 4. Thus Φt −Φt−1 ≥ 1 in this case too.

Since max{ℓN
A , ℓN

B } ≥ gN , Claim 3 gives

gN ≥ ΦN − 4
N

∑
t=1

Bt ≥ N − 4
N

∑
t=1

Bt. (5)

It remains to bound the number of bad rounds.



topics in error-correcting codes 7

Counting Heavily Corrupted Rounds

Let U be the number of heavily corrupted rounds, and let E be the total number of
bits corrupted. Since each such round costs more than ηL corruptions,

U ≤ E
ηL

.

Set
ρ = η/16. (6)

The encoded protocol has communication complexity NL. If E ≤ ρNL, then

U ≤ ρN
η

=
N
16

. (7)

Counting Hash Collisions

Let Ft indicate a hash collision in round t, and set F = ∑N
t=1 Ft. Condition on the en-

tire execution before the fresh seeds in round t are sampled. The starting transcripts
are now fixed. By Claim 1 and a union bound over the two seeds,

p := Pr[Ft = 1 | the preceding execution] ≤ 2 · k
Q

(8)

Claim 4. Pr[F ≥ N/16] ≤ 2−k.

Proof. By the union bound, for every m ∈ [N],

Pr[F ≥ m] ≤
(︃

N
m

)︃
pm.

Setting m = N/16 we conclude that

Pr[F ≥ N/16] ≤ 2N ·
(︃

2k
Q

)︃N/16
≤ 2−k,

for a large enough Q = poly(k).

Putting Everything Together

Every bad round is counted by U or by F, so ∑N
t=1 Bt ≤ U + F. This, together with

Claim 4 and Equation (7), implies that

Pr[
N

∑
t=1

Bt ≥ N/8] ≤ 2−k

This, together with Equation (5) and (7), implies that

gN ≥ N − 4
N

∑
t=1

Bt ≥ N − 4 · N/8 = N/2.

Therefore the two tentative transcripts share at least N
2 b ≥ k correct bits, and both

parties output the original transcript.
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